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• Common Substring Problem 

• naïve solution 

 

• hashing 

• hash tables and functions 

• dealing with collisions 

• solving CSP with hashing 

 

• Python's sets and dictionaries 



Common Substring 
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• Problem definition: 

     Input: 2 sequences s1 and s2 

                integer l 

     Output:  a common substring of s1 and s2 of length  l , if exists. 

 

 

 

 

• Uses in Biology? 

 

 

 

 

 

• We'll now write together a naïve solution, test it, and analyze its complexity. 



Naïve solution - complexity 
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• Problem definition: 

     Input: 2 sequences s1 and s2 

                integer l 

     Output:  a common substring of s1 and s2 of length  l , if exists. 

 

 

• As we have seen, the naïve solution works in O(nm) 

     (n, m are the lengths of the strings) 

 

• This is not exponential, yet not efficient enough for long sequences. 

 

• We'll now introduce an efficient alternative with run time O(n+m) on average, 

using hash tables. 
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U = {xi , 1≤i ≤ 109} 

Hash tables 
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• Suppose we want to handle a dynamic set of elements: 

- Insert 

- Delete 

- Search 

- … 

• Elements are taken a large set, called "universe", denoted U. 

• If n is the number of elements we expect to be handling, then  n << |U|. 

• We will keep the elements in a table called hash table T whose size is m. 

 

• m  ≈ n   (<< |U| ) 

 

• We will use a hash function 

    h: U  {0, 1, …, m-1} 

   

 xU will be saved at T [ h(x) ] 
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Hash tables – example for integers 
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• U = {all possible Israeli ID numbers } 

 

• n = number of students in class 

 

• h: U  {0, 1, …, m-1} 

    h(id) = id % 10 

 

• table size = m = 10 



Collisions 
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• Collision:  h(x) = h(y) for xy . 

 

• How can we lower the probability for collisions? 

 

 

 

 

 

 

 

• Can we totally avoid collisions, if m ≈ n << |U|? 

 Pigeonhole principle:  

 if  n+1 pigeons enter n holes, at least 1 hole will contain at least 2 pigeons. 

Image taken from Wikipedia 

//upload.wikimedia.org/wikipedia/commons/5/58/Hash_table_4_1_1_0_0_1_0_LL.svg


Solutions for collisions 
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• There are 2 types of solutions: 

1. chaining: keep more than 1 element in every entry of the hash table 

2. open addressing: colliding element will be redirected to another empty cell 

 

Chaining: 

 

 

 

 

 

 

 

 

Insert(key) – append key to the list T[ h(key) ] 

Delete(key) – remove key from the list T[ h(key) ] 

Search(key) – check if key in T[ h(key) ] 
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Solutions for collisions - chaining 
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• Given n (number of elements) and m (size of table), 

 what is the average number of elements in each entry of T ? 

 We call that the load factor (פקטור העומס), denoted by α. 

 

• What is the answer if m ≈ n ? 

 

 

 

 

 

 

• What is the average time complexity for Insert / Delete / Search ? 

 

 

• What is the Worst-Case time complexity for Insert / Delete / Search ? 
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Back to hash functions 
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• So what is a good hash function? 

 

 

 

 

• What do you think about this hash function for strings? 

suppose "a"=1, "b"=2, … , "z"=26 

for s = c1c2…ck 

           h(c1c2…ck) = (c1 + c2 + … + ck) % 13 

 

• Python has a built-in hash  

 will be good for our needs. 

 

• Just to get an impression,  

 here is another one: 

def hash4strings(s): 

    """ ord(c) is the ascii value of character c 

          2**120+451 is a prime number """ 

    sum = 0 

    for i in range(len(s)): 

        sum = (128*sum + ord(s[i])) % (2**120+451) 

    return sum**2 % (2**120+451) 



Hash table code 

11 

def create_hash_table(m): 

    """ initial hash table, m empty entries """ 

    return [[] for i in range(m)] 

def find(htable, key): 

    """ return True if key is in htable, else False """ 

    ht_size = len(htable) 

    index = hash(key) % ht_size 

    if  key in htable[index]: 

     return index 

    return None 

def insert(htable, key): 

    """ insert key into htable """ 

    if find(htable, key) == None: 

     ht_size = len(htable) 

     index = hash(key) % ht_size 

     htable[index].append(key) 



Back to Common Substring 
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Input: 2 sequences s1 and s2 

          integer l 

Output:  a common substring of s1 and s2 of length  l , if exists. 

 

 

• The algorithm: 

 

 

 

 

 

 

common_substring_hash(s1, s2, l ) 

1. create an empty hash table 

2. insert all l-mers of s1 into hash table 

3. for every l-mer of s2,  

3.1   if it is in the hash table  - return it and finish 

4. declare no common substring of length l 

of what 
size? 



Improving memory complexity 
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• The algorithm (improved, memory wise): 

 

 

 

 

 

 

 

 

• We'll now write / see the code. 

• Average time complexity? 

common_substring_hash(s1, s2, l ) 

0.   if |s2| < |s1|, call common_substring_hash(s2, s1, l ) 

1. create an empty hash table 

2. insert all l-mers of s1 into hash table 

3. for every l-mer of s2,  

3.1   if it is in the hash table  - return it and finish 

4. declare no common substring of length l 

now s1 cannot be 
longer.  
m = |s1| - l + 1 



Common Substring using hash – the code 

14 

def common_substring_hash(s1,s2,l): 

    """ find common substring of s1 and s2 of length l 

    uses hash tables """ 

    if len(s2) < len(s1): 

        return common_substring_hash(s2,s1,l) 

    size = len(s1) - l + 1 #s1 cannot be longer here  

    htable = create_hash_table(size) 

    for i in range(len(s1)-l+1): 

        insert(htable, s1[i:i+l]) 

    for i in range(len(s2)-l+1): 

        if find(htable, s2[i:i+l]) != None: 

            return s2[i:i+l] 

    return None 



Python sets and dictionaries 
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• Python's sets and dictionaries are implemented as hash tables. 

• As such, they allow fast (O(1)) search/insert/delete. 

>>> d1 = dict() 

>>> d1["Lys"] = "K" 

>>> d1 

{'Lys': 'K'} 

>>> d2 = {"Arg":"R" , "Tyr" : "Y"} 

>>> d2["Arg"] 

'R' 

>>> "Arg" in d2 

True 

 

>>> d2.keys() 

dict_keys(['Tyr', 'Arg']) 

>>> list(d2.keys()) 

['Tyr', 'Arg'] 

>>> list(d2.values()) 

['Y', 'R'] 

 

>>> d2.pop("Arg") 

'R' 

>>> d2 

{'Tyr': 'Y'} 

>>> s = set() 

>>> s2 = {3,4,5} 

>>> 3 in s2 

True 

>>> s.add(3) 

>>> s.add(2) 

>>> s 

{2, 3} 

>>> s.add(2) 

>>> s 

{2, 3} 

>>> s.discard(2) 

>>> s 

{3} 

>>> s.discard(5) 

>>> s 

{3} 

>>> s.union({3,4,5}) 

{3, 4, 5} 

>>> s2 = s.intersection(s2) 

>>> s2 

{3} 



Improving time with Python sets and dictionaries 
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• So… we could just use sets, instead write our own hash tables… 

 

 

 

 

 

 

 

 

 

 

 

 

 

• And may the fastest solution win ! 

def common_substring_hash2(s1,s2,l): 

    """ find common substring of s1 and s2 of length l 

    uses python built-in sets """ 

    if len(s2) < len(s1): 

        return common_substring_hash(s2,s1,l) 

    htable = set() 

    for i in range(len(s1)-l+1): 

        htable.add(s1[i:i+l]) 

    for i in range(len(s2)-l+1): 

        if s2[i:i+l] in htable: 

            return s2[i:i+l] 

    return None 

empty set.  
Let Python handle 
its size… 



Exercises 
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1. a. Write a function longest_common_substring(s1,s2) 

 that finds the longest common substring of s1 and s2. 

 Use common_substring_hash that we saw in class. 

 

 Directions: the function will call common_substring_hash for increasing values 

of l starting with l=1, each time printing the outcome. The last print is the result. 

 

 b. What is the longest common substring of these two sequences? 

     Use longest_common_substring you wrote. 

      s1 = "GATTAGCCGTAGATTGA" 

      s2 =  "AGGAAGGATGCCGTGAAA" 

 

 

  



Exercises 
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2. a. The following function repeat gets a list of strings, and returns a string in it that 

repeats itself (= appears more than once in the list). 

 

 

 

 

 

 

 

 Run this function on several short examples, such as: 

  >>> repeat(["TA", "TGGA", "CCG", "TGGA"]) 

 'TGGA' 

 

 Explain why the time complexity of this function is O(n2), for a list that contains n 

strings. 

 Assume the strings in the list are relatively short, and comparing any 2 of them 

takes O(1) time. 

def repeat(lst): 

    """ given a list of strings, does it contain a string more than once? """ 

    for i in range (len(lst)): 

        for j in range (i+1, len(lst)): 

            if lst[i]==lst[j]: 

                return lst[i] 

    return None 



Exercises 
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2. b. Download the file at.txt from the website. It contains DNA from chromosome 1 

of the organism Arabidopsis thaliana, divided into fragments of length 100 (each 

fragment in a separate row).  

 Don't try to print it – your IDLE will get stuck! 

 Use this code to transfer the file content into a list of fragments: 

 

  

 

 

 How many fragments are in the file? 

 

 Now run the function repeat on this list of fragments, to find if there is any 

fragment that repeats itself. 

 

 What happens? 

f = open("./…/at.txt")  #replace the … with the correct path 

fragments = [row[:-1] for row in f.readlines()] 

f.close() 



Exercises 
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2. c. Improve the time complexity:  

 write a function repeat_hash(lst) that uses hashing to solve the problem. 

 

 Directions: the function will work as follows: 

- create an empty hash table (either directly or using python sets) 

- for every fragment in the list: 

- if it is in the table, return it 

- else insert it into the table 

- if you got here return None 

 

 

 d. Now solve section b again. 


